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10 Key Tips for Building Successful Data Mining Solutions - Part 4 

 
The following is the third in a series of articles on the top ten tips for building successful data 
mining solutions. The tips listed below are not in order of importance, but are listed in terms of 
how they might occur within a given data mining project. Our top ten tips are as follows: 
 

1) Identify the Right Problem 
2) Getting Stakeholders Onside 
3) Creating Quick Wins 
4) Understanding the Data 
5) Judicious Use of Statistics 
6) Combining Art and Science 
7) Establishing Performance Benchmarks 
8) Interpreting Results Correctly 
9) Relative vs. Absolute 
10) Action and Measure - Actioning the Solution 

 
This article focuses on tips 9 and 10. 
 
Tip 9:  Relative vs. Absolute Results 
 
In assessing results, it is tempting to look at the actual numbers themselves without looking at 
them in some meaningful context. Listed below in Table 1 is an example of two campaigns 
with results for test and control mailing cells.  
 
Table 1  

Campaign 1 

Response Rate (%)

Campaign 2 

Response Rate (%)

Test Cell 3.0% 23.0%

Control Cell 1.5% 21.5%

Difference 1.5% 1.5%

Campaign Analysis

 
 
If we just looked at the raw results and observed that there is a 1.5% difference in response in 
both campaigns between the test cell and the control cell, we might infer that the test 
conducted in both campaigns has the same impact.  The real key to deriving the right insight 
from these numbers is to look at the changes in a relative manner as opposed to absolute 
manner. This implies that the numbers be converted to lift measures. In the example above 
where the control cell is used as the benchmark, the test cell in Campaign 1 is yielding a lift of 
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2.00 (3%/1.5%) compared to a lift of 1.07 (23%/21.5%) for Campaign 2.  Therefore, the test 
cell in Campaign 1 generated twice (2x) as many responders than the control cell, while the 
test cell in Campaign 2 generated only .07 more responders.  Looking at the numbers in the 
context of lift as opposed to absolute response rate numbers provides better direction in terms 
of actionable next steps. It makes it clear that the test impact is far greater in Campaign 1 as 
opposed to Campaign 2.  
 
Another good example of the importance of using relative measures is in understanding the 
business opportunity generated by a predictive model.  The key metric used to evaluate a 
model’s performance is how well the model “rank orders” the observed behavior (the behavior 
we are trying to predict) for individuals in development and validation samples.  In other words, 
the model should rank (the highest score) the individual that is most likely to exhibit the target 
behavior first, and the individual least likely to behave in the target behaviour last (the lowest 
score).  But in effect, the model’s real impact to the business is best represented by the degree 
of lift or an increase in business performance that is created by our ability to better target the 
individuals that will purchase the product or service offered.  The Gains Chart for a sample 
Response model below demonstrates this concept: 
 
Table 2 
 

Decile

% of Validation 

Sample

# of Validation 

Records

Response 

Rate

# of 

Responders

% of Total 

Responders

Response 

Rate Lift 

(index)

1 0% - 10% 20,000               3.50% 700             15% 147

2 11% - 20% 20,000               3.25% 650             14% 137

3 21% - 30% 20,000               3.00% 600             13% 126

4 31% - 40% 20,000               2.75% 550             12% 116

5 41% - 50% 20,000               2.50% 500             11% 105

- - 20,000               2.25% 450             9% 95

- - 20,000               2.00% 400             8% 84

- - 20,000               1.75% 350             7% 74

- - 20,000               1.50% 300             6% 63

10 91% - 100% 20,000               1.25% 250             5% 53

Total 200,000             2.38% 4,750          100

Gains Chart Report

 
 

Each individual (record) in the file is scored by the model and ranked from highest score to 
lowest score.  The records are then grouped based on their score, into 10 buckets (see 
“Decile” above) representing 10% of the file.  The average observed or actual response rate 
among individuals in each decile is calculated (see “Response Rate”) based on the number of 
responders in the decile as a percentage of the number of individuals (records) in the decile.  
The “lift” provided by the model is represented as “Response Rate Lift” and is determined by 
comparing the Response Rate of the decile to the average for the total sample.  For example, 
in Decile 1, the Response Rate lift is: 3.50%/2.38% *100 = 147, whereas if individuals were 
selected at random from the entire file, the response rate lift would be 2.38/2.38 *100 = 100 
(the average value). 
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In this example, individuals in the top decile (those individuals with the highest 10% of scores) 
respond at nearly 1.5 times that of individuals selected at random (147 vs 100).  In applying 
the response rate model to future marketing acquisition initiatives, the decision on targeting 
names should be based on the relative measure of lift rather than the absolute measure of 
response rate.  By creating a list comprised of only those individuals from deciles that produce 
response rate lift that is greater than 100 (Deciles 5 and above in Table 2), the marketer can 
optimize program performance and ROI.      
 
 
 Tip 10:  Action and  Measure 
 
It is absolutely necessary to have a clear vision for how your solution or solutions will be 
implemented.   Targeting tools/solutions should be implemented as soon as possible. 
Implementations that go beyond 6 months can result in the solution having less relevance to 
the current business environment and can lead to increased apathy towards the solution 
among its key stakeholders. 
 
First and foremost, we need to understand if the solution has been properly implemented.  This 
is particularly important when implementation occurs outside the domain of the developer.   A 
common example of this is when a model developed by the analytics department (or external 
consulting group) is going to be  hard coded into the data warehouse managed by the I/T 
department. 
 
Proper implementation requires a discipline of effective checks and controls. This means that 
the developer of the solution will score a current file for implementation while a third party (e.g. 
I/T department) scores the same file.  Both sets of scores should be identical.  If scores are 
different, then the programming logic used by the 3rd party is different than the logic used by 
the solution developer.  Investigation needs to occur in order to adjust this logic such that both 
sets of scores produced are identical.  
 
Another key checkpoint is to compare the model score distribution of the current file to what 
was observed during model development.  Table 3 includes an example of what this might look 
like: 
 
Table 3 
 

% of File

Minimum Score 

(Validation 

sample)

Minimum Score 

(Current file)

0% - 10% 0.08 0.04

11% - 20% 0.07 0.03

21% - 30% 0.06 0.02

31% - 40% 0.05 0.01

41% - 50% 0.04 0.004

- - -

- - -

- - -  
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In Table 3, we have two sets of model scores. Each row contains the decile (10% of list), the 
minimum model score for each decile achieved when building the solution (Validation sample),  
and the minimum model score for each decile as of the latest scoring run (Current file). Ideally, 
these distributions should be similar. In the example above, it is clear that this is not the case.  
The current score distribution contains scores that are half of what was observed during model 
development.  To determine why this has occurred, each model variable must be examined by 
looking at its frequency distribution during model development and the latest scoring run. The 
frequency distributions of all model variables for both runs should be very similar.  If they are 
not, score distributions will differ, and this is an indicator that the sample used for development 
was different than that of the universe against which it was applied.  Ultimately, this means that 
the performance of the model during implementation will be compromised and its performance 
may not meet expectations.  Redevelopment of the model, correcting for sampling problems, 
or adjustments to live scoring records (to more closely reflect the sample population) may be 
required for effective implementation. 
 
These checks and balances are critical to the success of predictive analytics as a key business 
process.  Similarly, the ability to determine if a solution worked is critical to the acceptance and 
use of these tools in future marketing initiatives.  As such, a measurement framework must be 
created to determine the effectiveness of these solutions.  Determining the right measurement 
framework is no easy task.  Furthermore, the level of complexity in creating this framework can 
vary across industries and by marketing channel.   
 
For example, when measuring a bank’s marketing effort to attract new mortgage holders, it 
would be necessary to track a number key metrics that reflect the array of revenue streams 
that banks generate - ATM Fees, services charges, interest revenue, and product revenue. 
Effective measurement of most marketing programs must consider how different streams of 
revenues and sales are impacted.   
 
The digital world, growth of social media and the ease with which data is gathered in this 
environment have significantly increased the demand for more effective measurement.  At the 
same time, our increasingly technology-driven world has enabled more individualized tracking 
of behaviour.  These facts, coupled with recent economic uncertainties have created a demand 
for greater financial accountability and ultimately, the need for marketers to effectively measure 
program performance and evaluate the success of initiatives based on ROI.   
 
Once the analytics solution has been implemented, the appropriate tracking and performance 
measurement reporting must be implemented.   Key steps in creating marketing measurement 
reports include: 

1. Understanding the key business objectives 
2. Identifying key stakeholders that will be receiving the report 
3. Determining the data required for measurement 

 
Generally, reports can be configured in a simple matrix or spreadsheet: 
A good example of a marketing program tracking report is below in Table 4: 
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Table 4       
 

 Mailed  Quoted  Sold 

Mailing Cell  (#) (#) (#)
Quote 

Rate (%)

Sales 

Rate (%)

Net 

Conversion

Cell 1 - Random not mailed 20,000       238        107        1.19% 45.0% 0.54%

Cell 2 - Random Control 20,000       434        100        2.17% 23.0% 0.50%

Cell 3 - Test 1 126,396      3,573      935        2.83% 26.2% 0.74%

Cell 4 - Test 2 154,808      5,298      1,191      3.42% 22.5% 0.77%

Cell 5 - Test 3 98,796       2,558      509        2.59% 19.9% 0.52%

Total 400,000      11,863    2,735      2.97% 23.1% 0.68%  
 
This report was developed to track response to an auto insurance offer.  This program was 
multi-step in that response is a measure of the number of individuals mailed that requested a 
quote for insurance.  Step 2 in the process is a measure of the auto insurance policies that 
were sold after a quote. Key measures tracked by this report include: 

 Did the Campaign generate incremental business? 
When the results of Cell 1 (randomly selected group that was not mailed the offer) are 
compared to the other mailing cells, in one case (Cell 4) 50% more business (as measured by 
“Net Conversion”) was generated by mailing the offer to the prospect. 
 

 What communication strategy  worked best? 
When the results from mailing cells 3, 4 and 5 (different offers) are compared to Cell 2 (Control 
offer), more than 50% more policies were sold based on the offer presented in Cell 4.  In the 
next mailing, the Test offer made in Cell 4 will become the “Control” offer. 
 

 Did the targeting tool (Response model) work? 
 
Table 5 
 

 Mailed  Quoted  Sold 

Model 

Performance
 (#) (#) (#)

Quote 

Rate (%)

Sales 

Rate (%)

Net 

Conversion

Decile 1 2,150         73          14          3.40% 19.2% 0.65%

Decile 2 2,222         64          12          2.88% 18.8% 0.54%

Decile 3 2,243         53          11          2.36% 20.8% 0.49%

Decile 4 2,151         48          9            2.23% 18.8% 0.42%

Decile 5 2,131         52          20          2.44% 38.5% 0.94%

Decile 6 2,098         47          16          2.24% 34.0% 0.76%

Decile 7 1,925         32          5            1.66% 15.6% 0.26%

Decile 8 1,773         27          6            1.52% 22.2% 0.34%

Decile 9 1,710         20          5            1.17% 25.0% 0.29%

Decile 10 1,597         18          2            1.13% 11.1% 0.13%

Grand Total 20,000       434        100        2.17% 23.0% 0.50%  
 
Table 5 above illustrates the performance of the Response model created for the campaign.  
20,000 Prospects were selected at random and mailed the Control offer.  Decile 1 contains the 
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prospects with the highest (i.e. most likely to respond) 10% of scores and Decile 10 contains 
the prospects with the lowest 10% of scores (ie. least likely to respond).  Based on the Quote 
rates for individuals in these groups, it appears that the model was very effective at predicting 
response behavior.  Prospects in Decile 1 responded at a rate that was three times that of 
prospects in Decile 10.  More importantly, based on the Net Conversion metric, prospects in 
Decile 1 were five times more likely to purchase a policy.  The results of this report 
demonstrate that the model can be used as effective tool to select prospects that are most 
likely to respond to an insurance offer.  To maximize ROI in future mailings, the Client should 
select prospects from Deciles 1 to 6, as each of these groups are expected to respond at a 
rate than is higher than average. 
 


